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Ta xapakTnploTikd Twv Big Data (V3)




H TAat@opua Twv Big Data

O1rwcg ye 1o Data Warehouse kai pe 11 TAat@opuec IT, n utrodopun
Twv Big Data €xe1 ouykekpIPEVEC ATTAITAOEIG, OTTOU O OTOXOG Eival
N EUKOAN EVOWMNATWON TWV MEYAAWYV OEDOUEVWV PE Ta DEDOUEVA
TWV ETTIXEIPNOEWY, WOTE va Yivouv avaAuoeig €i1¢ fabog.

= Amaitioeig utrodopng - O1 amraitioelg yia pia Big Data
uttTodoMN opifovTal Ye Baaon TV cuAAoyr), opyavwaon Kail
avAaAuaor) Toug.

= ZUAAoyn - Katd Tnv eicaywyr Twv 0edopEVWY, aAAd Kal oTnv
EKTEAEOT ATTAWY CUVTOHWY epwTnuaTwy TTpeTTel N Big Data
uTTodOWN Va gival og BEan va XeIPIOTE JEYAAOU OYKOU
d0edouéva, o€ Kartavepnuévo TTepIBAAAov uttooTnpilovrag
EUENIKTEC KOl QUVANIKEC DopéC dedopevwy (NoSQL).

= Opyavwon - H utrodopr TTou aTmaiTeiTal yia TNV opyavwan
Twv Big Data Oa pétrel va UTTopEi va eTTECEPYAOTEI Kal va
XEIPIOTEI T OedOPEVA OTNV APXIKN TOUG BEon aTtroBnkeuong Ue
uwnAn 10xU diektrepaiwong (throughput).

= AvaAuon - uTTooTNPICEI OTATIOTIKEG AVAAUCEIG Kal EPYOAEia
£60pUENG TTANPOYOPIAG, O€ Yia eUPUTEPN TTOIKIAIO TUTTWV
OedOPEVWV TTOU Eival ATTOONKEUUEVA O€ DIAPOPETIKA CUCTAMATA
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To Apache Hadoop cival pia avoixtoU KwdIKa TTavaxpnoidoTToINCIuN
TAaTopua Aoyiopikou (framework) ypapuévn o JAVA yia Tn
ouyYypPa®@n Kal TNV EKTEAEON KATAVEUNMEVWY EQAPPOYWYV, Ol OTTOIEC
emme€epyadlovral peyadhou oykou dedouéva. To Hadoop mponABe atmd 1o
MapReduce 1n¢ Google kai Tng Google 1o File System (GFS).

= MpooBdaoipo (Accessible) — To Hadoop 1péxel o€ auaToixieg (clusters)
KOuBwv (commodity machines) cuvdedepévwy 0T0 OIKTUO | OE UTTNPETIEC
diadikTuou (cloud).

= EUpwoTo (Robust) — Tou Hadoop n apxITekToVIK) OXEDIAOTNKE PE TNV
uTTéBe0n UTTAPENG oUX VIS DUCAEIToUpYiag UAIKoU. MTTopei ouaAd va
OIaXEIPIOTEI TETOIOU £i0OUG ATTOTUXIEG.

= Emrektdoipo (Scalable) — To Hadoop kAipakwveTal ypauuika yia tnv
dlaxeipion MEYAAUTEPWY OYKWYV OEOOUEVWV TTPOCOETOVTAG TTEPIOCOTEPOUG
kKOupBoug (nodes) otn cuaToixia.

= A1AO (Simple) — To Hadoop emiTpétrel 0TOUG XPrOTES Va yYpA@Pouv ypriyopa
Kal atTod0TIKA TTapAAANAO KwOIKA.



2 UOTATIKA TNS TTAaT@Opuac Hadoop

= MapReduce — To otroio gival éva TTepIBAAAOV ouyypaPng
TTPOYPAMMATWY YIA TNV ETTECEPYATIA HEYAAOU OYKOU dOUNUEVWV
Kal adOuNTwV OEDOPEVWY Ypryopa Kal aglioTToTa, JEoa aTro
MEYAAEG OUCTOIXIEC ATTO EIKOVIKEG Il PUOIKES UNXAVEG.

= Hadoop Distributed File System (HDFS) — AiaxeipiCetal
TV a1ToBnAKEUON Kal Tn ypryyopn mpoécacn peyadAou GyKou
OeQOUEVWY O€ EKATOVTADES KOUPBOUG.

= Hive — Na ad-hoc epwtAuata oe ouvoAa OedopéEVWY TTOU
eival atroBnkeupéva oto HDFS (Hadoop’s Warehouse).

= HBase — 'Eva NoSQL trepiBdAAov 1Tou divel Tn duvaTtoTnTa
aueong TpooBaong avayvwong Kai eyypaernc ota Big Data kai
TNV TTAPOUCIACN TOUG OTOUG TEAIKOUG XPNOTEG.



Mia cuoToixia Hadoop
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[Tapdadeiypa aAANAETTIOPAONC KATTOIOU XPNOTN
ue pia ouoTorxio Hadoop




Deamons

O1 daipoveg (deamons) ekteAoUv AciToupyieg diaxeipiong
Kal ETTEEEPYATiac TNS ouoTolxiog Hadoop:

HDFS — storage deamons
= NameNode

= DataNode

= Secondary NameNode

MapReduce — computing deamons
= Job Tracker
= Task Tracker



H master/slave apxitekrovikg Tou Hadoop

Secondary NameNode

NameNode

JobTracker
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DataNode Dataflnda DataNode DataNode
TaskTracker TaskTracker TaskTracker TaskTracker




AAAnAetridopaon Tou NameNode kai Twv DataNodes oto HDFS

NameNode

NameSpace
File Metadata:
[user/irene/datal->1, 2, 3
[user/Irene/data2 ->4, 5

DataNode DataNode DataNode DataNode

3 5 3 5 5 3 1 4

+ | | |




Kartavénong tng Kataveunpévng emregepyaciog (1)

Mapadeiypa WordCount:

“do as I say, not as I do”

define wordCount as Multiset; Word | Count
for each document in as 5
documentSet {
T= tokenize (document); do 2
for each token in T{ | 2
wordCo}unt[token]++ ; ot 1
) say 1

display(wordCount);



Kartavénong tng Kataveunpévng emregepyaciog (2)

define wordCount as Multiset;
for each document in documentSubset {
T= tokenize (document);
for each token in T{
wordCount[token]++;

¥
¥

sendToSecondPhase(wordCount);

define totalWordCount as Multiset;
for each wordCount received from firstPhase{
multisetAdd (totalWordCount, wordCount);

}



Karavénong Tng Katavepunuévng emregepyaciog (3a)

Input Output

map <kl, v1> list<k2, v2>

reduce | <k2, list(v2)> list<k3, v3>

“Do as I say, not as I do”
Map input Map output MR group by key Reduce input Reduce Output

map(do)  do:1 do:[1,1] reduce(do:[1,1]) do:1
map(as)  as:1 as:[1,1] reduce(as:[1,1]) as:2
map(I) I:1 I:[1,1] reduce(l:[1,1]) I:2
map(say,) say,:1 say,:[1] reduce(say,:[1])  say,:1
map(not) not:1 not:[1] reduce(not:[1])  not:1
map(as) as:1

map(I) I:1

map(do) do:1



Karavénong tng Kataveunuévng emregepyaciog (36)

map(String filename, String document){
List<String> T = tokenize(document);
for each token in T {
emit((String)token, (Integer)1);

}
}

reduce(String token, List<Integer> value){
integer sum=0;
for each value in values{
sum= sum + value;

s
emit((String)token, (Integer)sum);

}



Tpotrol Asitoupyiag Tou Hadoop

= |ocal (standalone) mode
= Pseudo-distributed mode
= Fully distributed mode

Ta Baoikd apxeia diaudppwaonc TnS cuoToixiac Hadoop oe
KQOe TTeEPITITWLWON €ival TA:

= core-site.xml
= mapred-site.xml
= hdfs-site.xml



Pseudo-distributed mode

Ubuntu box

Master

DataMode
JobTracker

Slave

SMNMN
DatalMode
TaskTracker




Fully distributed mode

Ubuntu box Ubuntu box
Master
DataMode
JobTracker
Slave
DataMNode
TaskTracker
Slave
SMMN
DataMNode
TazkTracker

\ /

N\ /

Master Slave




Hadoop Web Interfaces

= http://localhost:50070/ — yia Tov NameNode daemon
= http://localhost:50030/ — yia Tov JobTracker daemon
= http://localhost:50060/ — yia Tov TaskTracker daemon

¢ 2

Filter (Jobid, Priority, User, Name)
Example: 'user:smith 3200 will filter by 'smith' only in the user field and '3200" in all fields

? localhost:500320

Running Jobs

none

Completed Jobs

Reduce
Jobid Started | Priority |User |Name ::"'::fi"ete .'l"hatgl E’:r';slete 4|% .';‘:,:';I"e
P P Complete

Wed

5 word | 100.00% 100.00%
i - 5 “ (4] . 0
job 201305290923 0001 23?2.54 NORMAL | hduser | /o9 1 1 1

2013



FAwooeg avdmrTuéng epappoywyv oto Hadoop (1)

Pig ka1 PigLatin

L = LOAD ‘hdfs://node/tweet_data’;
FL = FILTER L BY iso_language_code EQ ‘en’;
G = GROUP FL BY from_user;

RT = FOREACH G GENERATE group, SUM(retweets);
HIVE

CREATE TABLE Tweets(from_user STRING, userid BIGINT, tweettxt
STRING, retweets INT)

COMMENT 'This is the Twitter feed table’

STORED AS SEQUENCEFILE;

LOAD DATA INPATH *hdfs://node/tweetidata’ INTO TABLE TWEETS;

SELECT from_user, SUM(retweets)

FROM TWEETS

GROUP BY from_user;




FAwooeg avdrrTuéng epappoywyv oto Hadoop (2)

Jaql

Results: [
{
created_at: “Thurs, 14 Jul 2011
09:47:45 +0000”
from_user: “eatonchris”
geo: {
coordinates: [43.334543,
78.933333]
type: “Point”
}
iso_language_code: “en”
text: “Reliance Life Insurance migrates

n

retweet: 3
to_user_id: null
to_user _id str: null

} oo

$tweets = read(hdfs(“tweet_log"));
$tweets
-> filter $.iso_language_code = ‘en’
-> group by u = $.from_user
into { user: $from_user, total:
sum($.retweet)};



Hadoop Streaming

hadoop jar contrib/streaming/Hadoop-streaming.jar \
-input input/dataset.txt \
-output output \
-mapper text_processor_map.py \
-reducer text_processor_reduce.py



@+ AMAa ouoTaTikd Tou Hadoop

= Zookeeper - gival Eva avoixtou Kwodika Apache
project TTou TTaPEXEl Mid CUYKEVTPWTIKA UTTOOOWN
KAl UTTNPECIEG TTOU EVEPYOTTOIOUV TOV OUYXPOVIONO
o€ Mia ouaToixia.

= HBase - cival éva column-oriented cuoTnua
dlaxeipiong BAaong dedOUEVWV TTOU TPEXEI TTAVW A P

oto HDFS. HBHSE

= Qozie - atTAOTIOIEl TN PO EPYACIWYV Kal TOV
OUVTOVIONO PETAEU Twv jobs.

= Lucene - project yia avalTnon KeIPEVOU

= AVI0 - TTapEXEI UTTNPECIEC OEIPIOTTOINONG
(serialization) dedopévwv.

= Flume - gival pia Katavepnuévn, agliotmoTn Kal 3
O100£01uN UTTNPETIA VI TNV OTTOTEAECUATIKA f\
ouAAoyrj, Tnv ouvdBpolon, Kai Tn PETAKIVNOoN
MEYAAwV TToooTATWY dedopévwy Kataypadnc (logs).



SQL ka1 Hadoop
= EmrekTaoiyotnTa (scale-out) avri yia avafdaduion (scale-up)
= Zeuyog kA1di/Tiun (key/value) avti yia oxeoiakoU TTivakeg

= AgIToupyIKo TrpoypappaTiond (functional programming —
MapReduce) avTi yia dnAwTiKa epwTtApara (SQL)

= EKTOC ouvdeong emmecepyaaia déounc evioAwv (batch
processing) avTi yia nAekTpovikéC ouvaAlayéc (online
transactions)



H BaoIK apXITEKTOVIK] CUCTNHATWY OEOOMEVWYV
TWV ETTIXEIPNOCEWYV CNUEPA

Developer Environments Business Intelligence Tools

~ Integrated

00000
' Extfa, Transform 1 t .
by ot !

Sensor Blogs Web Docs Images CRM SCM ERP Legacy ard

Data Email Data PDFs Videos Party

Raw Data Streams Operational Systems



EmiAéyovTag peTagu Hadoop kail Data Warehouse

Requirement

Luw Iatenc',r, mleractwe repurts and DLAP
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Reporting & Analysis octo Hadoop (1)

Ta otddia Aqync kai eTe¢epyaciac Twy Big Data.

Data Production G ﬂ:i:t:‘rf;
» Large Scale, Structured,

Unstructured, Multi-structured Data
Data Storage & Data Manipulation m

= HDFS, HBase, Hive BPRACHE
* ETL, SQL, Scripting

T R | f ' M N O [ —
data Analysis & Data Visualizatior

» OLAP, Metadata & In-Memory
* Pivot tables, MDX & Visualizations

!
I.-'f' La Wiewii

! |F'-\. |:.I.':._,-‘ -Illlq.ll

gL = |

* Interactive, Contextual Reports, Charts & Dashboards
* Desktop, Browser & Mobile Devices

Decision Makers




TPEIC TTEPITTITWOEIC XPAONGS YIa TNV avdAuon Twyv Big Data

Live Exploration Direct Batch Reporting Indtirect Batch Anatysis

N '\v N

Multi-Dimensional Analysis Reports & Dashboards Multi-Dimensional Analysis

¢ ¢
'

Bl Platform
Mative

BIG DATA

Bl Platform

BIG DATA | BIG DATA




Bl & Hadoop apxiTekToviki
Bl & Hadoop Architecture

Presentation Layer (Browser, Mobile)

Report Designer n-Memory Engine OLAP

Business Intelligence Server

Business Intelligence Suite

HiveQl (SQL)

HBase Hive

MapReduce, HDFS

Hadoop Platform




Ava@opEéc

= Chuck Lam, “Hadoop in Action”, Manning, 2011

= Chris Eaton, Dirk Deroos, Tom Deutsch, George Lapis, “Understanding
Big Data — Analytics for Enterprise Class Hadoop and Streaming Data”, 2012

= Hadoop and the Data Warehouse, When to use Which,
https://www.clouder.com/content/dam/clouder/Resources/PDF/
Hadoop_and_the_Data_Warehouse_Whitepaper.pdf

= Big Data University - Hadoop Reporting and Analysis,
http://bigdatauniversity.com/courses/

= Oracle: Big Data for the Enterprise,
http://www.oracle.com/us/products/database/big-data-for-enterprise-519135.pdf



